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Outline – Part 3

Aim: Show how SMC can be used in identifying nonlinear SSMs using
Bayesian approach.

Outline:
1. Bayesian inference and the MCMC idea
2. The Metropolis Hastings algorithm
3. Background on Bayesian system identification
4. Using unbiased estimates within Metropolis Hastings
5. Exact approximation – Particle Metropolis Hastings (PMH)
6. Outlook (if there is time)
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Bayesian inference – setup for now

Bayesian inference comes down to computing the target distribution π(x).
More commonly our interest lies in some integral of the form:
Z
Eπ [ϕ(x) | y1:T ] = ϕ(x)p(x | y1:T )dx.

Ex. (nonlinear dynamical systems)
Here our interest is often x = θ and π(θ) = p(θ | y1:T )
or x = (x1:T , θ) and π(x1:T , θ) = p(x1:T , θ | y1:T ).
We keep the development general for now and specialize later.
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How?

The two main strategies for the Bayesian inference problem:
1. Variational methods provides an approximation by assuming a
certain functional form containing unknown parameters, which are
found using optimization, where some distance measure is
minimized.
2. Markov chain Monte Carlo (MCMC) works by simulating a
Markov chain which is designed in such a way that its stationary
distribution coincides with the target distribution.
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MCMC and Metropolis Hastings

Toy illustration – AR(1)
Let us play the game where you are asked to generate samples from

π(x) = N x 0, 1/(1 − 0.82 ) .
One realisation from x[t + 1] = 0.8x[t] + v [t] where v [t] ∼ N (0, 1).
Initialise in x[0] = −40.
10
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Toy illustration – AR(1)
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The true stationary distribution is shown in black and the empirical
histogram obtained by simulating the Markov chain
x[t + 1] = 0.8x[t] + v [t] is plotted in gray.
The initial 1 000 samples are discarded (burn-in).
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Metropolis Hastings algorithm
A systematic method for constructing such Markov chains is provided by:
1. Sample a candidate x 0 from a proposal

(akin to what we did in importance sampling)

0

x ∼ q(x | x[m])
2. Choose the candidate sample x 0 as the next state of the Markov
chain with probability (for intuition: think about the importance weights)


π(x 0 ) q(x[m] | x 0 )
α = min 1,
π(x[m]) q(x 0 | x[m])
Select the new state of the Markov chain according to
(
x0
w.p.α
x[m + 1] =
x[m] w.p.1 − α

Metropolis, N., Rosenbluth, A.W., Rosenbluth, M.N., Teller, A.H. and Teller, E. Equations of state calculations by fast computing
machine, J. Chem. Phys. 21(6): 1087–1092, 1953.
Hastings, W.K. Monte Carlo Sampling Methods Using Markov Chains and Their Applications. Biometrika. 57(1): 97–109, 1970.
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Metropolis Hastings algorithm
Algorithm 1 Metropolis Hastings (MH)
1. Initialize: Set the initial state of the Markov chain x[1].
2. For m = 1 to M, iterate:
a. Sample x 0 ∼ q(x | x[m]).

b. Sample u ∼ U[0, 1].

c. Compute the acceptance probability


π(x 0 ) q(x[m] | x 0 )
α = min 1,
π(x[m]) q(x 0 | x[m])
d. Set the next state x[m + 1] of the Markov chain according to
(
x0
u≤α
x[m + 1] =
x[m] otherwise

Resulting empirical approx. of the posterior: π
b(x) =

1
M

PM

m=1 δx[m] (x).
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Statistical properties of MCMC
The MCMC estimator
M
1 X
ϕ(x[m])
Ib[ϕ] =
M m=0

is by the ergodic theorem known to be strongly consistent, i.e.
Z
M
1 X
a.s.
ϕ(x[m]) −−→
ϕ(x)p(x | y1:T )
M m=0
{z
}
|
|
{z
}
b
I [ϕ]

I [ϕ]

when M → ∞.

Central limit theorem (CLT) stating that

√ 
d
2
)
M Ib[ϕ] − I [ϕ] −→ N (0, σMCMC

when M → ∞.
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Using MH for Bayesian inference
in dynamical systems

Recall the Bayesian problem formulation
Bayesian SSM representation using probability distributions
xt | xt−1 , θ ∼ p(xt | xt−1 , θ),
yt | xt , θ ∼ p(yt | xt , θ),
x0 ∼ p(x0 | θ),
θ ∼ p(θ).

Based on our generative model, compute the posterior distribution
p(x0:T , θ | y1:T ) = p(x0:T | θ, y1:T ) p(θ | y1:T ) .
|
{z
} | {z }
state inf.

param. inf.

Bayesian formulation – model the unknown parameters as a random
variable θ ∼ p(θ) and compute
p(θ | y1:T ) =

p(y1:T | θ)p(θ)
p(y1:T | θ)p(θ)
=R
p(y1:T )
p(y1:T | θ)p(θ)dθ
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Using MH for parameter inference in a dynamical system
Algorithm 2 Metropolis Hastings (MH)
1. Initialize: Set the initial state of the Markov chain θ[1].
2. For m = 1 to M, iterate:
a. Sample θ0 ∼ q(θ | θ[m]).

b. Sample u ∼ U[0, 1].

c. Compute the acceptance
probability


p(y1:T | θ0 )p(θ0 ) q(θ[m] | θ0 )
α = min 1,
p(y1:T | θ[m])p(θ[m]) q(θ0 | θ[m])
d. Set the next state θ[m + 1] of the Markov chain according to
(
θ0
u≤α
θ[m + 1] =
θ[m] otherwise
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Setting up an MH algorithm

To be able to use MH we need to
1. decide on a proposal q to use and
2. compute the acceptance probability α.
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Important question
Problem: We cannot evaluate the acceptance probability α since the
likelihood p(y1:T | θ) is intractable.
We know that SMC provides an estimate of the likelihood.

Important question: Is it possible to use an estimate of the likelihood
in computing the acceptance probability and still end up with a valid
algorithm?
Valid here means that the method converges in the sense of
Z
M
1 X
a.s.
ϕ(θ[m]) −−→
ϕ(θ)p(θ | y1:T ), when M → ∞.
M m=1
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Particle Metropolis Hastings

The particle filter as a likelihood estimator

Fact: The particle filter provides a
• non-negative
• and unbiased
estimate zb of the likelihood p(y1:T | θ).

This likelihood estimator zb is itself a random variable distributed
according to
zb ∼ ψ(z | θ, y1:T ).

This is a very complicated distribution, but importantly we will (as we
will see) never be required to evaluate it, only sample from it.
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Auxiliary variables – very useful construction

Target distribution: π(x), difficult to sample from
Idea: Introduce another variable u with conditional distribution π(u | x)
The joint distribution π(x, u) = π(u | x)π(x) admits π(x) as a marginal
R
by construction, i.e., π(x, u)du = π(x).
Sampling from the joint π(x, u) may be easier than directly sampling
from the marginal π(x)!
The variable u is an auxiliary variable. It may have some “physical”
interpretation (an unobserved measurement, unknown temperature, . . . )
but this is not necessary.

14/43

What about introducing zb as an auxiliary variable?
Consider an extended model where zb is included as an auxiliary variable
(θ, zb) ∼ ψ(θ, z | y1:T ) = ψ(z | θ, y1:T )p(θ | y1:T )
=

p(y1:T | θ)p(θ)ψ(z | θ, y1:T )
p(y1:T )

Importantly we note that the original target distribution p(θ | y1:T ) is by
construction obtained my marginalizing ψ(θ, z | y1:T ) w.r.t. z.
Key question: If we now were to construct a Metropolis Hastings
algorithm for θ and z, have we solved the problem?
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Trick – defining a new extended target distribution

Enabling trick: Define a new joint target distribution over (θ, zb) by
simply replacing p(y1:T | θ) with its estimator zb.
Hence, our new target distribution is given by
π(θ, z | y1:T ) =

zp(θ)ψ(z | θ, y1:T )
p(y1:T )

Key question: Is this ok?
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Verifying that our new extended target is indeed ok

Requirements on π:
1. Non-negative.
2. Integrate to 1.
3. Correct marginal distribution:

R

π(θ, z | y1:T )dz = p(θ | y1:T ).

Requirement 1 follows from the non-negativity of zb.

17/43

What about requirement 2 and 3?
Let us start by noting that
Z

π(θ, z | y1:T )dz =

p(θ)
p(y1:T )

Z

zψ(z | θ, y1:T )dz.

What can we say about this integral?
The fact that the likelihood estimate from the particle filter is unbiased
means that
Z
zψ(z | θ, y1:T )dz = p(y1:T | θ)!!
Hence, we have shown that
Z
p(θ)
π(θ, z | y1:T )dz =
p(y1:T | θ) = p(θ | y1:T ),
p(y1:T )
which means that 3 is ok and also 2.
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Particle Metropolis Hastings
The use of a non-negative and unbiased likelihood estimate within
Metropolis Hastings is called the pseudo-marginal approach.
Algorithm 3 Particle Metropolis Hastings
1. Initialize (m = 1): Set θ[1] and run a particle filter for ẑ[1].
2. For m = 2 to M, iterate:
a. Sample θ0 ∼ q(θ | θ[m − 1]).

b. Sample ẑ 0 ∼ ψ(z | θ0 , y1:T ) (i.e. run a particle filter).
c. With probability 
α = min 1,

ẑ 0 p(θ0 )
q(θ[m − 1] | θ0 )
ẑ[m − 1]p(θ[m − 1]) q(θ0 | θ[m − 1])



set {θ[m], ẑ[m]} ← {θ0 , ẑ 0 } (accept candidate sample) and with
prob. 1 − α set {θ[m], ẑ[m]} ← {θ[m − 1], ẑ[m − 1]} (reject
candidate sample).
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Exact approximation

The pseudo-marginal Metropolis Hastings algorithm is one member of
the family of so-called exact approximation algorithms.
Explanation for this slightly awkward name:
• It is an exact Metropolis Hastings algorithm in the sense that the
target distribution of interest is the stationary distribution of the
Markov chain,
• despite the fact that it makes use of an approximation of the
likelihood in evaluating the acceptance probability.

The variance of the estimator zb will significantly impact the convergence
speed.
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Two reflections on the PMH algorithm
1. PMH is a standard MH algorithm sampling from the joint target
π(θ, z), rather than the original target π(θ). We have used the auxiliary
variables trick, where the marginal of the joint target π(θ, z) w.r.t. z is
by construction the original target π(θ).
2. Using a likelihood estimator zb means that the marginal of
π(θ, z | y1:T ) =

zp(θ)ψ(z | θ, y1:T )
p(y1:T )

w.r.t. zb will not equal the marginal of
ψ(θ, z | y1:T ) =

p(y1:T | θ)p(θ)ψ(z | θ, y1:T )
p(y1:T )

w.r.t. zb. This is ok, since we are only interested in the marginal w.r.t. θ,
which remains the same for both π and ψ, namely p(θ | y1:T ).
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Using the PMH for smoothing

A possibly under-appreciated fact is that the PMH algorithm provides a
solution to the smoothing problem as well!
In step 2b, when we run the PF, select one of the state trajectories
according to its weights and store that together with the unbiased
likelihood estimate.
We then accept or reject the new parameter, the likelihood estimate and
the state trajectory is step 2c.
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ex) The pseudo-marginal idea is general
CG example (rendering images in heterogeneous media): An MH
algorithm producing samples of the light paths connecting the sensor
with light sources in the scene.
Results using equal time rendering

Our method that builds on MLT

Metropolis light transport (MLT)

Joel Kronander, TS and Jonas Unger. Pseudo-marginal Metropolis light transport. Proceedings of SIGGRAPH ASIA Technical Briefs.
Kobe, Japan, November, 2015.
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Particle MCMC = SMC + MCMC
A systematic and correct way of combining SMC and MCMC.
Builds on an extended target construction.
Intuitively: SMC is used as a high-dimensional proposal mechanism on
the space of state trajectories X T .
A bit more precise: Construct a Markov chain with p(θ, x1:T | y1:T ) (or
one of its marginals) as its stationary distribution.
Very useful both for parameter and state learning.

Exact approximations
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Further reading
Introducing PMCMC:
Christophe Andrieu, Arnaud Doucet and Roman Holenstein. Particle Markov chain Monte Carlo methods. Journal of the Royal
Statistical Society: Series B 72:269–342, 2010.

A (hopefully) pedagogical tutorial on PMH:
TS, Andreas Svensson, Lawrence Murray and Fredrik Lindsten. Probabilistic learning of nonlinear dynamical systems using sequential
Monte Carlo. Mechanical Systems and Signal Processing (MSSP) 104:866–883, 2018.

Introducing the pseudo-marginal idea in a general setting:
Christophe Andrieu and Gareth O. Roberts. The pseudo-marginal approach for efficient Monte Carlo computations. The Annals of
Statistics 37(2):697–725, 2009.

Concrete simple pedagogical LG-SSM examples of Bayesian inference:
TS, Fredrik Lindsten, Johan Dahlin, Johan Wagberg, Christian A. Naesseth, Andreas Svensson and Liang Dai. Sequential Monte Carlo
methods for system identification. Proceedings of the 17th IFAC Symposium on System Identification (SYSID), Beijing, China, 2015.
Adrian Wills, TS, Fredrik Lindsten and Brett Ninness, Estimation of linear systems using a Gibbs sampler, in Proceedings of the 16th
IFAC Symposium on System Identification (SYSID), Brussels, Belgium, July 2012.
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Outlook

Outlook – Gaussian process SSM
The Gaussian process (GP) is a non-parametric and probabilistic model
for nonlinear functions.
Non-parametric means that it does not rely on any particular
parametric functional form to be postulated.
xt = f (xt−1 ) + vt ,

s.t.

yt = g (xt ) + et ,

s.t.

f (x) ∼ GP(0, κη,f (x, x 0 )),

g (x) ∼ GP(0, κη,g (x, x 0 )).

The model functions f and g are assumed to be realizations from
Gaussian process priors and vt ∼ N (0, Q), et ∼ N (0, R).
Task: Compute the posterior p(f , g , Q, R, η, x0:T | y1:T ).

Roger Frigola, Fredrik Lindsten, TS, and Carl Rasmussen. Bayesian inference and learning in Gaussian process state-space models
with particle MCMC. Neural Information Processing Systems (NIPS), 2013.
Andreas Svensson and TS. A flexible state space model for learning nonlinear dynamical systems. Automatica, 80:189-199, June,
2017.
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Sequential Monte Carlo (SMC) – abstract
The distribution of interest π(x) is called the target distribution.
(Abstract) problem formulation: Sample from a sequence of probability distributions {πt (x0:t )}t≥1 defined on a sequence of spaces of
increasing dimension, where
πt (x0:t ) =

π
et (x0:t )
,
Zt

such that π
et (xt ) : X t → R+ is known point-wise and Zt =
is often computationally challenging.

R

π(x0:t )dx0:t

SMC methods are a class of sampling-based algorithms capable of:
R
1. Approximating π(x) and compute integrals ϕ(x)π(x)dx.
2. Approximating the normalizing constant Z (unbiased).
Important question: How general is this formulation?
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SMC is actually more general than we first thought
The sequence of target distributions {πt (x1:t )}nt=1 can be constructed in
many different ways.
The most basic construction arises from chain-structured graphs, such
as the state space model.
x0

x1

x2

xT
...

y1

y2

yT

π
et (x1:t )

πt (x1:t )
z }| {
z }| { p(x , y )
1:t 1:t
p(x1:t | y1:t ) =
p(y1:t )
| {z }
Zt
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SMC can be used for general graphical models
SMC methods are used to approximate a sequence of probability
distributions on a sequence of spaces of increasing dimension.

Key idea:
1. Introduce a sequential decomposition of any probabilistic
graphical model.
2. Each subgraph induces an intermediate target dist.
3. Apply SMC to the sequence of intermediate target dist.

SMC also provides an unbiased estimate of the normalization constant!
Christian A. Naesseth, Fredrik Lindsten and TS. Sequential Monte Carlo methods for graphical models. In Advances in Neural
Information Processing Systems (NIPS) 27, Montreal, Canada, December, 2014.
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Going from classical SMC fo D&C-SMC
The computational graph of classic SMC is a sequence (chain)

Iteration:

0

π1

π2

πn

1

2

n

πr
πt

D&C-SMC generalize the classical SMC
framework from sequences to trees.

...

...
πc 1

...
πc C

Figure 2: Computational flow of D&C-SMC. Each node corresponds to a ta
thus, to a call to D&C-SMC (Algorithm 2). The arrows illustrate the com
via its recursive dependencies.

Fredrik Lindsten, Adam M. Johansen, Christian A. Naesseth, Bonnie Kirkpatrick, TS, John Aston and Alexandre Bouchard-Côté.
Divide-and-Conquer with Sequential Monte Carlo. Journal of Computational and Graphical Statistics (JCGS), 26(2):445-458, 2017.
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Approximate Bayesian inference – blending

Deterministic methods
Monte Carlo methods

Message passing
Markov chain Monte Carlo
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Blending deterministic and Monte Carlo methods
Deterministic methods:
Good: Accurate and rapid inference
Bad: Results in biases that are hard to quantify

Monte Carlo methods:
Good: Asymptotic consistency, lots of theory available
Bad: Can suffer from a high computational cost

Examples of freedom in the SMC algorithm that opens up for blending:
The proposal distributions can be defined in many ways.
The intermediate target distributions can be defined in many ways.
Leads to very interesting and useful algorithms, many of them still
remain to be discovered and explored.
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Deep probabilistic regression (if
we for some reason still have
some time left...)

Background: regression using deep neural networks

Supervised regression: learn to predict a continuous output (target)
value y ? ∈ Y = RK from a corresponding input x ? ∈ X , given a
training set D of i.i.d. input-output data
D = {(xn , yn )}N
n=1 ,

(xn , yn ) ∼ p(x, y ).

Deep neural network (DNN): a function fθ : X → Y, parameterized
by θ ∈ RP , that maps an input x ∈ X to an output fθ (x) ∈ Y.
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Our ongoing work on deep regression
Deep learning for classification is handled using standard losses and
output representations.
This is not the case when it comes to regression.
Train a model p(y | x; θ) of the conditional target density using a DNN to
predict the un-normalized density directly from input-output pair (x, y ).
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Four existing approaches: 1. Direct regression
Train a DNN fθ : X → Y to directly predict the target y ? = fθ (x ? ).
Learn the parameters θ by minimizing a loss function `(fθ (xn ), yn ),
penalizing discrepancy between prediction fθ (xn ) and ground truth yn
J(θ) =

N
1 X
`(fθ (xn ), yn ),
N n=1

θ = arg min J(θ0 ).
θ0

Common choices for ` are the L2 loss, `(ŷ , y ) = kŷ − y k22 , and the L1 loss.
Minimizing J(θ) then corresponds to minimizing the negative logPN
likelihood n=1 − log p(yn | xn ; θ), for a specific model p(y | x; θ) of the
conditional target density.
Ex: The L2 loss corresponds to a fixed-variance Gaussian model:
p(y | x; θ) = N (y ; fθ (x), σ 2 ).
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Four existing approaches: 2. Probabilistic regression
Why not explicitly employ this probabilistic perspective and try to create
more flexible models p(y | x; θ) of the conditional target density p(y | x)?
Probabilistic regression: train a DNN fθ : X → Y to predict the
parameters φ of a certain family of probability distributions p(y ; φ), then
model p(y | x) with
p(y | x; θ) = p(y ; φ(x)),

φ(x) = fθ (x).

The parameters θ are learned by minimizing

PN

n=1

− log p(yn | xn ; θ).

Ex: A general 1D Gaussian model can be realized as:


p(y | x; θ) = N y ; µθ (x), σθ2 (x) ,
fθ (x) = µθ (x)

T
log σθ2 (x) ∈ R2 .
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Four existing approaches: 3. Confidence-based regression
The quest for improved regression accuracy has also led to the
development of more specialized methods.

Confidence-based regression: train a DNN fθ : X × Y → R to predict
a scalar confidence value fθ (x, y ), and maximize this quantity over y to
predict the target
y ? = arg max fθ (x ? , y )
y

The parameters θ are learned by generating pseudo ground truth
confidence values c(xn , yn , y ), and minimizing a loss function

` fθ (xn , y ), c(xn , yn , y ) .
4. Regression-by-classification: Discretize the output space Y into a
finite set of C classes and use standard classification techniques...
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Our (simple and very general) construction

A general regression method with a clear probabilistic interpretation in
the sense that we learn a model p(y | x, θ) without requiring p(y | x, θ)
to belong to a particular family of distributions.
Let the DNN be a function fθ : X × Y → R that maps an input-output
pair {xn , yn } to a scalar value fθ (xn , yn ) ∈ R.
Define the resulting (flexible) probabilistic model as

p(y | x, θ) =

e fθ (x,y )
,
Z (x, θ)

Z (x, θ) =

Z

e fθ (x,y ) dy

38/43

Learning flexible deep conditional target densities
1D toy illustration showing that we can learn multi-modal and
asymmetric distributions, i.e. our model is flexible.

We train by maximizing the log-likelihood:
max
θ

N
X
n=1

log p(yn | xn , θ) = max
θ

N
X
n=1

− log

Z

|


e fθ (xn ,y ) dy +fθ (xn , yn )
{z
}
Z (xn ,θ)

Challenge: Requires the normalization constant to be evaluated...

Solution: Monte Carlo! (via a simple importance sampling construction)
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Training the model
e fθ (x,y )
p(y | x, θ) =
,
Z (x, θ)

Z

Z (x, θ) = e fθ (x,y ) dy
PN
The parameters θ are learned by minimizing n=1 − log p(yn | xn ; θ).
Use importance sampling to evaluate Z (x, θ):
Z

− log p(yn | xn ; θ) = log
e fθ (xn ,y ) dy − fθ (xn , yn )
Z


e fθ (xn ,y )
q(y )dy − fθ (xn , yn )
q(y )
 X
(k) 
M
1
e fθ (xn ,y )
≈ log
− fθ (xn , yn ), y (k) ∼ q(y ).
(k) )
M
q(y
k=1

= log

Use a Gaussian mixture as proposal.
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Experiments
Good results on four different computer vision (regression) problems:
1. Object detection, 2. Age estimation, 3. Head-pose estimation and
4. Visual tracking.
Task (visual tracking): Estimate a bounding box of a target object in
every frame of a video. The target object is defined by a given box in the
first video frame.

Show Movie!

Fredrik K. Gustafsson, Martin Danelljan, Goutam Bhat and TS. Learning deep conditional target densities for accurate regression.
Submitted, March, 2020.
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Advertisement – New course and book on ML
Over the past 4 years we have developed a Machine Learning course
for engineering students.
We found no appropriate textbook, so we ended up writing our own. It
will be published by Cambridge University Press in 2021.
All the material is freely available online.
Book website:
smlbook.org/
Course website:
www.it.uu.se/edu/course/homepage/sml/

You are most welcome to use the material.
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Conclusion

SMC provide approximate solutions to integration problems where
there is a sequential structure present.

• SMC can deal with the computational challenges in solving many
nonlinear system identification problems.
• SMC is more general than we first though.
• SMC can indeed be computationally expensive, but it comes with
rather well-developed analysis and guarantees.
• There is still a lot of freedom waiting to be exploited.
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